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Abstract—Profiling data can help to improve an application
with respect to various objectives like execution time, energy
consumption or even thermal sensor placement for an upcoming
device.
This survey reviews state-of-the-art profiling tools for data-
parallel processors like Nsight, PAPI and TAU as well as Lynx.
Additionally, the attained knowledge is utilized to detect the
bottleneck of a reduction kernel for a CUDA-enabled device.

I. INTRODUCTION

A. Motivation

Profiling issues arise in various fields of information tech-
nology. For instance, a game development studio may want to
inquire whether its program is CPU or GPU bound [1] and
where to optimize the application. In the field of scientific
computing, compute-intensive tasks or calculations on big data
are commonly profiled. The reason for this is, that profiling
helps to detect bottlenecks of an application run. Based on the
profiling information, a program can be optimized towards an
objective. For instance, the objective can be to reduce energy
consumption. Recently, energy saving has become not only
a very hot topic in the world of cell phones [2], [3], [4],
but also in the world of high performance computing [5],
[6]. Since modern super computers often spend a lot of their
power-budget for data-parallel accelerators like GPUs, energy-
efficient applications help to keep the power consumption
affordable. Therefore, the latest NVIDIA GPUs support power-
profiling [7]. But oftentimes, the ultimate objective is to
optimize the overall execution time.
But how can a successful optimization process look like? What
are the obstacles a developer has to overcome and how can one
possibly collect execution data?

B. Objectives and Approaches

The objective of this survey is to shed light on the topic
of profiling data-parallel processors. Therefore, several recent
profiling techniques are reviewed. The insights are tested with
CUDA-enabled devices in Nsight.

C. Structure of the Technical Report

This survey can be outlined as follows. In Section II, basic
definitions and important metrics are defined, in order to make
this survey self-sustaining. Additionally, the relevant problem
space is evaluated, namely common CPU- and recent GPU-
architectures, respectively.
In Section III, promising profiling techniques are presented.
Therefore, state-of-the-art profiling frameworks are reviewed.
In Section IV a profiling based optimization strategy is out-
lined. In Section V, the reasons of profiling are balanced.

II. BACKGROUND AND RELATED WORK

Since profiling spans a large field of different application
domains in computer science and even in other scientific fields
as chemistry, a sharp notion of the fundamental notations
and definitions is required. In this section, a set of important
definitions is provided. Additionally, a snapshot of current
hardware, its major properties and its corresponding profiling
support is given.

A. Notations and Definitions

Definition 1: “Application performance data are basically
of two types: profile data and trace data.” [8]

Definition 2: “Profile data provide summary statistics for
various metrics and may consist of event counts or timing
results, either for the entire execution of a program or for
specific routines or program regions.” [8]

Definition 3: “In contrast, trace data provide a record of
time- stamped events that may include message-passing events
and events that identify entrance into and exit from program
regions, or more complex events such as cache and memory
access events.” [8]

Definition 4: Instrumentation is the process of expanding
the original source code in order to measure useful informa-
tion.

A program can be instrumented automatically by common
techniques such as dynamic disassembly and reassembly [9]
or it can be instrumented by source code annotations inserted
by the developer. In any case,

Definition 5: profiling overhead occurs when the instru-
mentation code competes with the program under scrutiny for
limited resources.

Definition 6: Register spilling is the process of storing
register entries temporarily to the memory, because there are
not enough registers to store the relevant entries. The spilled
registers will be loaded once again as soon as they are required.
[10]

Definition 7: “An event is a countable activity, action, or
occurrence on a device. It corresponds to a single hardware
counter value which is collected during kernel execution.” [11]

Definition 8: “A metric is a characteristic of an application
that is calculated from one or more event values.” [11]

Definition 9: Occupancy is the ratio between active warps
and the maximum amount of active warps.



Definition 10: Coalesce access refers to to the aligned
consecutive memory access pattern of an active warp.

Coalesce access pattern have a small memory transaction
footprint, whereas scattered or misaligned access pattern have
a big memory transaction footprint.

Definition 11: Branch divergency on a GPU refers to
divergent control-flow for threads within a warp. [12]

B. Exploration of the Problem Space

Since the most important terms are defined, the next step is
to evaluate the hardware under scrutiny. On the one hand, there
is the well understood CPU. Whereas on the other hand, there
is the slightly less famous GPU. The next few lines address the
architectural characteristic of both device classes. The probably
most notably difference between the devices is described by
Wilt: “ Most of the die area for CPUs was dedicated to cache,
while most of the die area for GPUs was dedicated to logic”
[13]. With this statement in mind, the devices will be analyzed
to an appropriate degree for profiling issues.

1) CPU: Nowadays, a typical CPU implements one to
twelve highly optimized cores and up to three different cache
levels. CPUs are appropriate devices to deal with sequential
code. Usually, the programming model is very simple. Often-
times, developers write code in a higher level language like C
or C++. To attain reasonable performance, the developer must
ensure, that the cores are fully utilized. Since the CPU cores
consume small data chunks at very high clock frequencies, it
is important to provide data at the same rate. But external
memory cannot provide data at such high frequencies. To
address this issue, CPUs implement on-chip caches. Caches
store data temporarily and provide fast, low latency access
to small data chunks. On the other hand, big chunks of data
can be transfered at lower speed and with a higher latency
between the caches and the external memory location. Lower
level caches are small and fast, and higher level caches are
bigger and slower than lower level caches. The caches are
kept coherent by the means of a cache-coherency protocol
like the MESI protocol [14]. The CPU-cache hierarchy is
inclusive. In an inclusive cache hierarchy, each higher level
cache contains all the entries of the lower level caches. On the
programming side, a developer does not address the different
caches explicitly. For application programming, it is sufficient
to know that caches should provide data if the CPU requests
it. For CPUs, a metric that helps to determine the efficiency of
a program with respect to cache utilization is the cache miss
ratio. For instance, this metric can be profiled with valgrind
[9], [15]. There are three types of cache misses, namely the
three C’s: compulsory misses, capacity misses and conflict
misses [16]. “Compulsory misses occur when an address is
referenced for the first time. These unavoidable misses are
required to fill an empty or ’cold’ cache. Capacity misses
occur when the cache is not large enough to retrain all the
addresses that will be referenced in the future. Conflict misses
occur when two memory locations contend for the same cache
line in a given window of time”. With these architectural
facts in mind, an application developer can attain reasonable
sequential performance on a CPU. There are certainly lots of
other interesting events that influence the CPU performance as
well. For instance, expensive context switches or instruction

dependencies may impact the performance of an application.
But since this survey is on profiling data-parallel processors,
these topics are not covered in the context of CPUs here.

2) GPU: Opposed to CPUs, GPUs implement more cores,
that operate at a lower clock frequency. In recent GPU-
architectures, there is a cache hierarchy, but opposed to the
CPU-caches, GPU-caches are not kept coherent and they are
not inclusive [17]. Since GPU developers may address L1-
caches explicitly, this is an important fact to keep in mind in
order to develop a correct application.
Apart from this general information, a closer investigation of
the most recent Kepler architecture [18] will help to understand
data-parallel processors. Note, the NVIDIA CUDA-enabled
device architectures are called Tesla in the first generation,
Fermi in the second generation and Kepler in the third gen-
eration. Be aware of that and do not confuse Tesla-boards
equipped with one or multiple Kepler-architecture chips with
first generation Tesla-architecture chips. Fig. 1 depicts a block

Fig. 1. Kepler full chip block [18]

diagram of a full Kepler chip. The Kepler chip implements
various memory controllers at the left and the right border, a
PCI Express 3.0 Host Interface at the upper edge, a L2 cache
at the core of the chip and a lot of next generation streaming
multiprocessors (SMX) next to the L2 cache. A SMX, as
depicted in Fig. 2, contains 192 single-precision CUDA cores,
64 double-precision units, 32 special function units and 32
load/store units. It also implements 64KB of shared memo-
ry/L1 cache, which can be configured with respect of the size
in favor of either shared memory or L1 cache for each kernel
launch.
Each SMX implements four warp schedulers and eight instruc-
tion dispatch units. A warp is a group of 32 threads. This
way, each SMX can issue and execute four warps with two
independent instructions per warp concurrently at each cycle.
A warp scheduler is depicted in Fig. 3. To sum up all the facts,
a GPU employs potentially lots of threads concurrently. The
threads are executed on a set of streaming multiprocessors.
The L1 cache can be addressed explicitly and failure in doing
it the right way will result in performance penalty or in an
incorrect program. However, it is recommended to program
GPU kernels as if there were no caches present.



Fig. 2. Kepler SMX [18]

Fig. 3. Kepler warp scheduler [18]

III. PROFILING

In this section, a set of state-of-the-art frameworks for
profiling particular data-parallel processors, namely GPUs, is
reviewed. The reason for this is, that GPU computing is
relatively new and until now, there is no clear recommendation
in favor of a particular tool. The tools under scrutiny are
Nsight, PAPI and Tau as well as Lynx.

A. Nsight

Nsight is a NVIDIA development platform. It allows for
debugging and profiling CPU and GPU code. The Nsight IDE
is available in a Visual Studio Edition for Windows, as well
as in an Eclipse Edition for Linux and Mac.
The Nsight profiling capabilities are based on NVIDIA’s
profiling tools and APIs [11].
The two basic building tools are the NVIDIA command line
profiler nvprof and the visual profiler. Like the GNU profiler
gprof, nvprof can collect profiling data. In particular, it collects
event- and metric-data. For Kepler GPUs it can even collect
power, thermal and clock profiles.
The profiling data can be visualized with the visual profilier.
The visual profiler can be used as standalone tool, or inside the
Nsight development platform. It can display trace data of an
application under scrutiny in a timeline. Additionally, it comes
with “an automated analysis engine to identify optimization
opportunities“ [11].
Profiling data can either be collected automatically or inter-
esting code fragments can be instrumented with a NVIDIA
profiling API. There is on the one hand the CUDA Profilinng
Tools Interface (CUPTI), a collection of four APIs, that
”enables the creation of profiling and tracing tools“ [19]. For
instance, CUPTI allows for the query of metric and event data.
On the other hand, there is the NVIDIA Managment Library
(NVML) [20]. It is possible to query thermal or power data
through this API. The NVIDIA tools are designed to profile
NVIDIA GPUs.

B. PAPI

PAPI (Performance Application Programming Interface) is
a higher level API that provides access “with a consistent
interface and methodology for use of the performance counter
hardware found in most major microprocessors” [21]. PAPI
includes a PAPI CUDA component, that provides access to the
hardware counters inside the GPU [22]. PAPI CUDA works “in
any environment where the CUPTI-enabled driver is installed“.

C. TAU

The TAU (Tuning and Analysis Utilities) Performance
System provides profiling and trace capabilities for high-
performance parallel applications [23], [24]. However, TAU
relies on CUDA library wrapping just like PAPI III-B.

Since PAPI III-B and TAU III-C are tools on top of the
NVIDIA APIs for CUDA-enabled devices, they are not inves-
tigated in detail here. Instead, the NVIDIA tools themselves
are reviewed. Knowing, that the same restrictions and the same
opportunities are valid for the NVIDIA APIs and higher level
wrapper APIs.

D. Lynx

Opposed to the prior presented profiling tools, Lynx imple-
ments its own dynamic binary PTX-source code instrumenta-
tion [24]. As depicted in Fig. 4, the Lynx software architecture
consists of two major parts. On the one hand, there is the
traditional CUDA stack. A CUDA application, for instance
written in C++/CUDA-C, is executed in a CUDA runtime
environment. The CUDA-parallel fraction of the application
is translated to a PTX IR (intermediate representation). On



Fig. 4. Lynx software architecture [24]

the other hand, lynx adds an instrumentor stack. A lynx user
can add a COD (C on demand) instrumentation specification.
This specification will be translated to a PTX IR as well.
Afterwards, the PTX IR of the kernel and the instrumentation
specification will be combined and device specific code will
be generated. This way, the lynx approach differs significantly
from the approach of Nsight, TAU and PAPI. Since there are no
“magic” NVIDIA APIs involved, Lynx succeeds in providing
a transparent and selective profiling infrastructure. Apart from
the transparency aspects, Lynx also employs a set of distinctive
features to other profiling environments as depicted in Fig. 5.
Most notably among the presented features is the support for
selective online profiling and the ability to attach and detach
profiling at run-time. These features enable Lynx to introduce
an online optimizer, that dynamically profiles and optimizes
workloads as required and, then again, automatically backs off.
Other features, such as the support for simultaneous profiling
of multiple metrics, should be used carefully. The reason
for this is, that instrumenting source code often impacts the
application behaviour and measurements may not ’accurately’
reflect the properties of the application under scrutiny.

IV. REALIZATION AND EVALUATION

A. Setup of the Test-Machine

The experiments were carried out on a peac-machine
in Mannheim. This machine is equipped with an Intel(R)
Xeon(R) CPU E5-2609 @ 2.40GHz CPU and a Nvidia Tesla
K20c GPU. The K20-board comes with one Kepler GK110
chip. As depicted in TABLE I, the peak memory bandwidth
of this GPU is 208 GB/sec. Its single precision floating point
peak performance is as high as 3.52 Tflops. And the global
memory latency is 400-600 Cycles. With these performance
limits in mind, a reduction kernel will be examined in the
following.

Fig. 5. Distinctive features of lynx [24]

Features Tesla K20

Number and Type of GPU 1 Kepler GK110
Peak Double Precision FPP 1.17 Tflops
Peak Single Precision FPP 3.52 Tflops
Memory Bandwidth (ECC off) 208 GB/sec
CUDA Cores 2496
L1 Latency 20 Cycles
Global Memory Latency 400-600 Cycles
Memory Bus Width 320 bit

TABLE I. K20C - SPECIFICATION [25]

B. Reduction algorithm

“Reduction is a class of parallel algorithms that pass over
O(N) input data and generate a O(1) result computed with
a binary associative operator ⊕” [13]. In this survey, the



behaviour of the summation of a large input array is evaluated.
On the CPU side, a simple serial version is implemented to
verify the results. The algorithm can be visualized as depicted
in Fig. 6.

Fig. 6. Reduction serial [13]

On the GPU, there is a parallel implementation in order
to benefit from the high core count. The simplest parallel
implementation, namely, the log-step reduction, is shown in
Fig. 7.

Fig. 7. Reduction parallel [13]

A corresponding CUDA implementation of a parallel ker-
nel is depicted in Fig. 8. Note, that functions executed on
a GPU are called kernel. While reading this piece of code,
several questions must emerge. Is this code correct? How does
the code map to the hardware? Where are the bottlenecks?
What can be improved?

1 __global__ void
2 Reduction1_kernel( int *out, const int *in, size_t N

)
3 {
4 extern __shared__ int sPartials[];
5 int sum = 0;
6 const int tid = threadIdx.x;
7 for ( size_t i = blockIdx.x*blockDim.x + tid;
8 i < N;
9 i += blockDim.x*gridDim.x ) {

10 sum += in[i];
11 }
12 sPartials[tid] = sum;
13 __syncthreads();
14

15 for ( int activeThreads = blockDim.x>>1;
16 activeThreads;
17 activeThreads >>= 1 ) {
18 if ( tid < activeThreads ) {
19 sPartials[tid] += sPartials[tid+

activeThreads];
20 }
21 __syncthreads();
22 }
23

24 if ( tid == 0 ) {
25 out[blockIdx.x] = sPartials[0];
26 }
27 }

Fig. 8. Reduction kernel [13]

In Fig. 9, the invocation of the reduction kernel is shown. In
a first step, a potentially huge amount of blocks simultaneously
reduces the problem size. In a second step, a single block sums
up the remaining operands.

1 void
2 Reduction1( int *answer, int *partial,
3 const int *in, size_t N,
4 int numBlocks, int numThreads )
5 {
6 unsigned int sharedSize = numThreads*sizeof(int);
7 Reduction1_kernel<<<
8 numBlocks, numThreads, sharedSize>>>(
9 partial, in, N );

10

11

12 if (numThreads == THREADS_TO_PROFILE)
13 cudaProfilerStart();
14 Reduction1_kernel<<<
15 1, numThreads, sharedSize>>>(
16 answer, partial, numBlocks );
17 if (numThreads == THREADS_TO_PROFILE)
18 cudaProfilerStop();
19 }

Fig. 9. Reduction kernel invocation [13]

C. Optimization strategy

To answer the outstanding questions, a decent amount of
GPU knowledge is required. Is this code correct? Well, assume
it is. Additionally, the results can be verified with a CPU
implementation. The proof of the formal correctness of the



kernel code is not part of this work. So the next question
is, how does the code map to the hardware? Well, there are
two arrays of integers in the global device memory of the
GPU. Each block can access these arrays via the out- and the
in-pointer. The associated access latency is 400-600 cycles.
The sPartials-array in line 4 of Fig. 8 maps to the shared
memory with an access latency of 20 cycles. In line 5 and 6,
sum and tid are registers. Accessing these values is normally
instantaneous, except for spilled registers that reside in the
L1-cache with an access latency of 20 cycles. Furthermore,
the summation of line 10 and 19 can be handled by the
single precision CUDA cores. Based on these observations, we
can guess beforehand, that the kernel is memory bound. The
reason for this is, that the single precision cores have a peak
performance of 3.52 Tflops. Assume, that each operation sums
up two integer operands. In this case, the memory bus must
supply 3.52T

s ∗ 2 ∗ 4Bytes = 28.16TB
s . In fact, the memory

bus merely provides up to 208GB
s , therefore, the kernel is

most likely memory bound. In order to verify this assumption,
it is helpful to measure the memory throughput in GB

s of the
application. For compute bound kernels, the metric of choice
is the performance in GFlop

s .
Having said that, there are two outstanding tasks. Firstly,
verify the performance bottleneck. Secondly, what can be
improved? To investigate further, decent profiling techniques
and an optimization strategy is required. In this survey, a cyclic
approach is proposed. Firstly, measure what truly limits the
kernel performance. The kernel performance can be limited
by memory throughput, by instruction throughput, by latency
or by a combination of the stated limiters. The limiters can
be revealed by profiling the interesting events and metrics.
Once the villains are identified, address the limiters in order
of importance. Adjust the source code and return to the first
step. In this work, however, merely the limiters are determined,
since improving the presented code is way out of scope with
respect to the topic of this survey.

D. Bottleneck Detection

1) Memory-Only Kernel: First of all, the memory through-
put of a kernel can be determined by removing all calculations
of a kernel. In a complex kernel this task might be tedious. In
the case of the reduction kernel depicted in Fig. 8 however,
merely the summation of line 10 and line 19 have to be ’turned
off’. But be aware, simply uncommenting these lines gives the
compiler the opportunity to optimize the code. Therefore, you
may need to trick the compiler and execute the calculation
steps depending on an expression that never evaluates true
[26]. In order to verify that there is the same amount of
memory transactions in the modified code, profile the memory
requests, as depicted in Fig. 10. If there is the same amount
of transactions in each kernel version, measure the execution
the time of the memory-only kernel.

1 nvprof --events gld_request ./reduction

Fig. 10. Profiling the amount of executed load instructions with nvprof.

2) Math-Only Kernel: Secondly, the math-throughput of
a kernel can be determined by removing all global memory
accesses of a kernel. Once again, the global memory accesses

should depend on an expression, that never evaluates true.
Based on the results, memory-bound, math-bound, balanced
and memory- and latency-bound kernels can be distinguished,
as shown in Fig. 11 and Fig. 12.

Fig. 11. Memory- and math-bound kernels [26].

Fig. 12. Balanced and latency-bound kernels [26].

3) Latency Profiling of a Kernel: Since modifying the
source code to math-only and memory-only kernel versions
will effect the register count, another method to identify
latency bound kernels is to profile the latency of a kernel
itself. Therefore, in the reduction kernel invocation the latency
of a single block can be profiled. The cudaProfilerStart() and
cudaProfilerStop() calls instruct the NVIDIA profiler to count
the elapsed cycles of the region in between the two start-stop-



calls, if the profiler is started with –profile-from-start-off as
shown in Fig. 13.

1 nvprof --aggregate-mode off --events
elapsed_cycles_sm --profile-from-start-off ./
reduction

Fig. 13. Profiling the amount of executed load instructions with nvprof.

E. Bottleneck Detected. What to do Next?

Once the bottleneck or the combination of bottlenecks
is detected, the profiling techniques can be refined to foster
additional information. For instance, if the kernel is memory
bound, the global memory access pattern can be profiled. If
there are significantly less global store requests (gst request)
than global store transactions (global store transaction), the
memory access pattern is not coalesced or not properly aligned.
Another important metric for the memory bound kernel that
can be retrieved by the profiler is the occupancy. If the
occupancy is to low, take actions to increase it. For a math
bound kernel, the most obvious limiter is branche divergency.
Therefore, profile for it. In some cases, indexing math can
be simplified. A sequence of same operations can lead to a
pipeline stall, too. In other rare cases, there is the chance to
increase the math-performance by emulating a few operations
on a set of unused arithmetic unites, that cannot handle
the operations natively. For latency bound kernels, identify
opportunities to overlap more operations. For instance, thread
synchronization and memory fences might be reorganized.
Additionally, look out for occupancy. If the occupancy is
already high, try to process several output elements per thread,
in order to get more independent memory and arithmetic
instructions, which get pipelined.

F. Measurements

Finally, the reduction kernel shown in Fig. 8 is profiled.
Therefore, a randomized array of integers with the size of
128MB is generated. The workload is distributed among 1800
blocks. The threads per blocks are varied from 128 to 1024.
The maximal achieved bandwidth is 118 GB

s as depicted
in Fig. 14, which is way below the theoretically 208 GB

s .
One reason for this could be the memory access pattern. But
profiling reveals, that all accesses are perfectly coalesced. For
sure, the error correcting code, which is turned on in the test
setup, contributes to the small achieved bandwidth. But on the
other hand, the performance impact cannot be totally attributed
to the ECC-feature. Therefore, the latency of the final reduction
block is profiled. The profiling of the kernel latency reveals a
huge latency of a single executed kernel block as shown in
Fig. 15. This is an interesting result. Based on the attained
knowledge from the profiling, the ultimate question for the
profiled reduction kernel is, what can be done to improve the
kernel latency?

V. CONCLUSION

To summarize this survey, data-parallel processors differ
significantly from the well-known CPUs. Since data-parallel
processors are designed to employ huge amount of threads
to solve any given data-parallel problem, the application
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Fig. 15. Latency of the reduction kernel with respect to threads per block.

behaviour is hard to guess beforehand. In order to get a
decent sketch of the runtime properties of the application
under scrutiny, profiling is required. There are lots of different
profiling tools. The most interesting profilers are based on
the NVIDIA APIs for CUDA-enabled devices. In the course
of this survey, nvprof and nsight are used to profile the
presented reduction kernel. The most promising data-parallel
open-source profiler is called Lynx, which gives nice insights in
instrumentation techniques and additionally offers interesting
features way beyond the NVIDIA APIs.
Once a profiler is picked, profiling techniques can be utilized to
detect performance bottlenecks of an application. Based on the
insights retrieved by a decent application analysis, the program
code can be optimized. On the other hand, profiling oftentimes
dramatically slows down the program. Additionally, a software
architect must have at least some experience with profiling
techniques because of the side effects. And last but not least,
the profiling engineer must reason pointedly in order to make
use of profiling.
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